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Abstract—Cloud computing architectures are growing in 
popularity in military and industry applications. However, while 
cloud databases are highly useful for fast retrieval of basic 
information, which often exists in tabled or columned formats, 
challenges exist in utilizing them for data sharing between 
intelligence analysts who rely upon large amounts of HUMINT 
data sources for their analytics. In such cases, complex entities 
and relations (often captured in ontologies) are of interest to the 
user. Semantic technologies can capture complex entities and 
relations, but historically have not scaled well.  Combining cloud 
architectures with semantic technologies has shown promise for 
providing complex data analytics at scale. However problems still 
exist for intelligence analysts who must operate at the tactical 
edge, in disconnected environments, with limited cloud access.  
This paper describes a system developed by Modus Operandi 
called STRIDE (Semantically-enabled Technology for 
Reconnaissance and Intelligence in Disconnected Environments) 
which extracts mission-specific information from the cloud to 
provide analysts with portable analytics in the form of a semantic 
wiki that can gather and store information while disconnected 
and integrate that data back into the cloud by providing entity 
association and disambiguation upon mission completion.  

Keywords—Cloud computing, semantics, ontology, intelligence 
analyst, tactical edge, STRIDE 

I. INTRODUCTION 
Cloud computing environments are becoming more 

prevalent in government and industry applications, due to their 
promise of providing large-scale computational capabilities for 
not only storage, but fusion and analysis of data [1-4].  In 
military and defense applications, in particular, cloud 
computing environments allow for large quantities of 
intelligence data to be quickly disseminated to distributed user 
communities at enterprise scale [5-7].  Cloud databases are 
extremely useful for storing and querying large amounts of 
certain types of data because they can horizontally scale across 
various virtualized nodes.  The structure of the data, as well as 
the queries, however, are relatively simplistic (in that the data 
normally exists as large unrelated tables or as paired column 
stores, both of which lack a strong centralized architectural 
underpinning).  What one gains in scalability and distribution 
of computational resources, one loses in complexity and 
robustness of one’s data and querying capability.  Cloud 
systems of this nature have problems handling mixed 
computational workloads, complex data structures, or 
multitasking, which are relevant to the analytics needed for 
performing intelligence analysis – particularly in areas such as 

high level data fusion where analysts are attempting to discern 
situational awareness or threat/impact assessment of a given 
situation [8,9].   

Semantic technologies have proven useful for capturing, 
modeling and reasoning over complex types of data pertinent 
to high level fusion applications associated with intelligence 
analysis [10-14].  Semantics provides a means for representing 
relational data in graph-based formats where techniques such 
as graph matching or graph-based reasoning can be applied.  
Utilizing the logical underpinnings of semantic models built in 
the Web Ontology Language (OWL), for example, one can 
employ axiomatic constraints and various kinds of deductive 
and inductive reasoning.  Ultimately, this provides advanced 
capabilities for constructing new nodes and arcs (captured as 
inferential data) which did not exist in the raw data itself.  This 
is highly useful for intelligence analysis, since new relations or 
entities of interest can be gained by the analyst applying logical 
rules against a given data set.  Information gained from this 
type of inferential activity can be added back into one’s base 
data set, allowing the information available to a given analyst 
to grow and improve in accuracy over time. 

Semantic technologies, however, have traditionally faced 
issues with scalability, particularly at enterprise levels where 
complex queries must be run against numerous large models 
(composed of graph-based triples of the form subject-
predicate-object).  Semantic models provide a classification 
framework that formally structures data at a higher conceptual 
level, allowing for integration of instance-level data sources to 
be achieved through the utilization of advanced queries/rules, 
capable of reaching back into numerous disparate databases 
where the instance data resides.  Performance in these types of 
applications has been notoriously abysmal, resulting in query 
wait times of hours to days to complete (if at all).  Recent 
advances in graph databases and large-scale triple stores have 
proven to alleviate some of these issues [15-20] by providing 
capabilities for storing and querying graphs composed of 
billions of triples.  However, scalability is still a challenge, 
even at that level.  A hybrid approach, referred to by us as Big 
Data Semantics has been developed, which integrates the 
following components into a common architecture: 

1. A sufficiently complex and federated set of 
ontology models capable of capturing metadata at 
various levels of granularity (broken into small 
sub-ontologies containing an upper level of the 
most basic facts, and multiple domain levels 
composed of a variety of domain-specific facts). 



2 
 

2. A decidable logic (there are several options here) 
that allows for computational tractability, ensuring 
that computations will run to completion. 

3. A federated set of large-scale graph 
databases/triple stores (capable of handling at least 
2 billion triples each), which correspond to the 
federated domain ontologies in 1. 

4. A set of cloud databases that can store and query 
against terabytes of basic tabled or columned (e.g., 
entity value paired) data. 

5. A rules engine that can intelligently thread sub-
queries between the graph databases/triple stores 
and the cloud databases based on the type and 
complexity of the query. 

6. An advanced set of fusion algorithms that allow 
for merging of the threaded queries back together 
to provide generated reports of various kinds 
(which can be rendered in a multitude of 
visualization tools and user interfaces). 

An architecture of this nature allows for proper threading of 
queries across disparate data sources such that those queries 
which do not pertain to complex entities or relational items, or 
which do not require semantic reasoning, can be performed 
against the cloud databases directly.  On the other hand, 
queries that are about complex relational items or which do 
require semantic reasoning can utilize the appropriate federated 
ontology model(s) relevant to that domain and can be carried 
out against the appropriate corresponding knowledge base (i.e., 
triple store/graph DB) for that domain or set of domains.  This 
type of federation between models, queries and databases 

allows for large advanced queries to be broken up into smaller 
sub-queries of different types [21].  The sub-queries, in turn, 
can be threaded appropriately to their corresponding domains 
so that computations are constrained to small localized queries 
and rule sets, the results of which are compiled into a single 
result set. 

II. UNDERSTANDING THE TACTICAL EDGE ANALYST 
Though a hybrid cloud-based semantic architecture, as 

described above, provides important capabilities for querying 
and analyzing many types of intelligence data at scale, it does 
not provide a complete solution for all types of intelligence 
users. Challenges still exist for users operating at the tactical 
edge in disconnected or disadvantaged environments (e.g., in 
remote geographic locations, in combat zones where only 
localized data repositories are available for a particular 
mission, or in areas where network connectivity can be 
intermittent or lost entirely). Many military intelligence 
analysts in the armed services are required to operate in such 
environments, making it difficult for them to access data 
clouds and the plethora of information contained within them.  
In these kinds of environments, it is important to utilize the 
federated semantic model described above in order to provide 
smaller sets of pertinent, mission-critical data which can exist 
remotely (see Fig. 1).  Analysts at the tactical edge simply 
cannot rely on network connectivity at all times.  Tactical edge 
analysts operate in highly dynamic and disadvantaged 
environments and require a system that can utilize the 
advantages of semantics and cloud computing, but which offers 
them capabilities to make that data portable and useful in 
combat zones where network connectivity is normally 
nonexistent.  

 
Fig. 1.  High-level STRIDE Architecture 
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To provide intelligence analysts with an appropriate toolset 
for operating at the tactical edge, we have developed STRIDE 
(Semantic-enabled Technology for Reconnaissance and 
Intelligence in Disconnected Environments).  STRIDE is a 
federated and portable cloud-based semantic system that allows 
for mission-relevant data, and their accompanying semantic 
models, to be extracted from cloud environments, parsed into 
smaller, transportable and locally available data sources for 
utilization in the field.  STRIDE provides tactical edge 
intelligence analysts the ability to enter, query and perform 
reasoning over their data through the use of a highly intuitive 
and user-friendly semantic wiki framework (called BLADE).  
BLADE is built upon an all-source semantic data fusion engine 
(called Wave) that provides capabilities to ingest a variety of 
unstructured, semi-structured and structured data and perform 
semantic conversion into the Resource Description Framework 
(RDF) and OWL (where model alignment and reasoning can 
be performed).  Utilizing this approach, mission-critical (and 
contextually-relevant) data can be intelligently parsed from the 
larger data sets existing in the cloud and driven to tactical 
systems and handheld devices organic to a forward deployed 
unit (e.g., a Marine Air-Ground Task Force (MAGTF) or 
Naval Amphibious Unit). 

STRIDE has been designed with a particular type of 
intelligence analyst in mind – the warfighter serving in the U.S. 
armed forces.  This is important because most intelligence 
systems are developed under the auspice that they will be 
utilized by mid-to-senior level analysts, working at a national 
intelligence agency or command center, who possess both a 
massive volume of available legacy data and a plethora of 
relevant experience to draw from.  However, the kind of 
intelligence analysts working at the battalion, regimental, 
brigade, and division levels are not these types of individuals.  
They differ significantly from their brethren at the combatant 
commands or national agencies.  The large majority of analysts 
at the tactical edge range in age from 18-22 years old, possess a 
basic high school education and often have limited life 
experiences to draw from.  Because of these factors, 
intelligence analysts of this ilk often lack  a deep awareness of 
international and cultural affairs that can affect their decision-
making abilities and abilities to accurately assess complex 
situations in the field.  The environment in which these types 
of analysts must perform is highly multifaceted and dangerous.  
Binary analysis such as “an entity x either exists or does not 
exist” or “x exists in one specific place, or manner, or it does 
not” is mostly replaced by imprecision, possibility, and shades 
of “maybe.”  Analysis at the tactical edge is akin to piecing 
together a large puzzle of a complex scene without any 
reference picture to draw from, or even knowledge of all of the 
pieces needed to complete it.  Moreover, analysts of this type 
are forced to work in highly stressful, foreign environments 
where the threat of attack is immanent (or possibly occurring) 
and the objects of analysis are discrete, circumferential, 
uncooperative and often duplicitous. 

Tactical edge analysts possess certain positive qualities that 
can be enhanced with the appropriate technology.  These 
individuals are intelligent, highly adaptive, digitally savvy, and 
undaunted by the notion of multi-tasking.  However, the 
majority are mostly unimpressed by the feature functionalities 

of many current intelligence systems.  The usefulness and user-
friendliness of many technologies that go into fielded systems 
normally do not meet the needs of tactical edge users.  Instead, 
these systems are more akin to the traditional, decade long 
design, production, and sustainment associated with large 
kinetic weapon systems (ships, aircraft, vehicles).  They do not 
provide nimble, relevant and software-centric analytical 
capabilities to tactical edge analysts who often experience a 
high turnover rate of personnel in particular forward deployed 
areas.  Individuals rotate in every few months and are 
challenged with absorbing large amounts of relevant 
intelligence data about that area (friendly vs. hostile groups, 
geographic entities, local customs, etc.).  Providing a portable 
and sharable technology that allows for easy knowledge 
transfer within a semantic framework is paramount to the 
future success of mission-based information gathering and 
intelligence analysis. 

III. DELIVERING PORTABLE SEMANTICS TO THE TACTICAL 
EDGE USER 

Semantic-based systems such as STRIDE provide a new 
means to utilize advanced data modeling and logical reasoning 
against large-scale distributed data stores [21, 22].  Connected 
users can leverage a set of service layers, allowing numerous 
operators to query across the data sets from multiple disparate 
locations.  This provides users with the ability to 1) interrogate 
large data sets, rich with complex entities, 2) query across 
numerous disparate data sources simultaneously, 3) perform 
queries at high speeds due to the employment of high-
performance machines running in virtualized environments, 
and 4) allow for coordination between multiple users where 
data can be shared quickly and with high confidence. 

The information available to analysts at the enterprise level 
or operating in other equipment-rich environments (e.g., afloat 
users), where the appropriate computational infrastructure 
exists, can be extracted and used for planning of mission goals. 
Tactical edge users can be provided with small pertinent sets of 
mission-specific information because the ontology models are 
broken into  small federated sets of models, corresponding to 
particular domains of interest (e.g., persons, locations, events, 
times, etc.). Data/model federation, in this sense, is a technique 
that provides an ability to integrate virtualized heterogeneous 
data types in near-real-time through the use of threaded 
computational processing across small sets of nodes and edges. 
The resulting user experience in such systems provides on-
demand access to data that can originate in several disparate 
source applications.  Federation is juxtaposed to the data 
warehousing paradigm where, instead of dealing with 
computing over large centralized models and large underlying 
unitary data sets, it provides techniques for driving 
computations simultaneously across several small domain-
specific models and data sets, allowing multiple users to more 
effectively operate within highly decentralized and agile 
environments. In this sense, federation can work for ontologies 
the same way it has been applied to databases [23, 24].  

Analysts in these environments then have access to portable 
computational tools that provide mission-relevant models and 
data sets, intuitive and straightforward user interfaces and the 
ability to utilize smaller local storage devices. STRIDE 
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provides a portable computing environment by parsing up the 
data models and underlying data sets, from within the cloud 
system, into the smaller, mission-relevant models and data sets 
needed by tactical edge intelligence analysts to perform their 
specific mission.  This offers a portable set of semantically-
driven tools (complete with a UI, ontology models, 
knowledgebase and instance-level data) that can be run on 
localized, disconnected devices such as laptops or hand-held 
devices, where storage space and processing cores are normally 
limited. STRIDE allows analysts to gather and interrogate their 
local data stores directly, which aid in mission completion. The 
core semantic technology, Wave, operates as a high-
performance all-source semantic fusion engine that can process 
structured, semi-structured or unstructured data, convert it to 
RDF/OWL and provide reasoning capabilities to generate new 
sets of triples. Wave is highly modularized and, therefore, it is 
relatively straightforward to produce subsets of domain-
relevant ontologies that pertain to particular missions or other 
items of interest, but which can be integrated together under an 
overarching and consistent semantic framework.  Because 
STRIDE employs Wave as its core engine, it is capable of 
allowing users at the tactical edge to compose and arrange 
numerous new entries into both the data stores as well as the 
ontologies (all operating within a corresponding high-
performance graph-based triple store). At the uppermost levels, 
the models in Wave provide an important level of metaphysical 
consistency in its classification schema, allowing the capability 
to map to numerous types of OWL ontologies and non-
semantic data models (see Fig. 2).  

 
Utilizing the semantic wiki framework (called BLADE 

[25]), analysts can search existing models and underlying data 

stores as well as add new information into the system based on 
observations and other sensor inputs (see Fig. 3).  STRIDE 
provides semi-automated capabilities for alignment of new 
information with existing models in the cloud system.  The 
upper-level ontology is built to recognize new entities (or sets 
of triples) that have been added into the triple store and flag 
them as deltas in the data.  Once the mission is complete, the 
STRIDE system is linked back to the larger cloud environment 
and information gathered at the tactical edge is adjudicated by 
the ontologies and SMEs at the enterprise level (e.g., for future 
mission planning, advanced intelligence analysis, etc.). Upon 
connection, STRIDE automatically disambiguates entities, 
attributes and relationships to ensure that no duplicates are 
created or no inconsistencies in the ontology models have been 
created in the models. A semi-automated and easy-to-utilize 
interface allows commanders to adjudicate whether new data 
elements should in fact be entered in or not, allowing the 
knowledge base to grow and improve over time. 

Information existing in the portable federated sub-
ontologies and data models can be exploited via a semantic 
wiki, where information entered will be mapped to the 
ontologies underlying them. The classifications and alignment 
of the ontology models will be driven by automated 
consistency checking from inside the model alignment and 
entity disambiguation consistency checker (see Fig. 2).  This 
will allow users to enter new information, thereby generating 
new triples, which will be added to the existing domain models 
and corresponding triple store. 

User models can be created to capture personal 
perspectives and localized or specialized terms (even slang) at 
the lower classification levels where specific terms may be 
used by certain users with certain context-driven perspectives 
(see Fig. 3).  This will allow for the system’s capability to 
ingest a variety of data sources, and capture of domain-specific 
terms through repeated interaction with system users.  Users 
can interact directly with both the models and the data through 
the semantic wiki front end.  In this manner, the wiki allows 
warfighters to insert new information as needed so that the 
information within the system continues to meet users’ 
mission-specific needs over time.  Those insertions can be 
remapped to the base semantic models utilizing RDFS or OWL 
in the Wave engine (e.g., Labels, SameAs relations, etc.). 

 
Fig. 3. Semantic Wiki Operating with Portable Ontologies and Triple Store 

 
Fig. 2. Semantic Model Alignment in STRIDE (using Wave) 
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Reports generated in disconnected environments with 
STRIDE can also employ an OWL-based logic-based 
reasoning engine on the back end that provides consistency 
checking and auto-classification of new classes within the 
ontology models. Information generated by the reasoner can be 
uploaded to the cloud and semi-automatically integrated with 
existing data stores and models.  In this manner, STRIDE 
allows for information that is captured in the field (as reports) 
to be collected, vetted and distributed to other users working on 
related topics of interest (e.g., tracking similar or identical 
HVIs, investigating similar locations or events, modeling the 
structure of certain organizations, etc.) (See Fig. 3).  Through 
this approach, a common knowledge base can be constructed 
and fostered over time that can capture and reason over the 
plethora of dynamically changing data gathered at the tactical 
edge. 

IV. SEMANTIC ANALYSIS WITHIN A WIKI FRAMEWORK 
STRIDE’s semantic wiki framework (BLADE) provides a 

flexible UI for intelligence gathering in disconnected 
environments.  BLADE allows users to interact with their data 
via a set of inter-connected wiki pages that can contain a 
plethora of information pertaining to a variety of subjects (e.g., 
persons, locations, events, organizations, reports, etc.).  The 
tool provides tactical edge analysts with a well-understood user 
interface, in that it is modeled after familiar items such as 
Wikipedia and related social networking sites.  This provides a 
simple UI that requires very little training to master and 
provides analysts with a common look and feel across user 
devices or varying data sets [26, 27].  The wiki is not only an 
interface, but the data behind it is semantically integrated using 

several ontology models and a high-performance triple store – 
together forming a knowledgebase for semantic querying and 
inference.  BLADE allows users to perform entity tagging, 
semantic search, faceted navigation, and auto-alignment of new 
terms using guided prompts for proper ontological 
classification.  The wiki also serves as an important tool for 
intelligence analysis because it can capture multi-media objects 
such as pictures, videos, maps, and related information (see 
Fig. 4).   

In the semantic wiki, each entity of interest is represented 
as an RDF resource in the semantic model, with a 
corresponding wiki page in the wiki.  Pages can contain textual 
information, attachments such as pictures/videos, and links to 
other pages (representing related entities). 

The analyst interacts with the wiki directly, with no need to 
be aware of, or have to manipulate, the underlying semantic 
model.  Thus, no specialized programming skills are required 
on the part of the user (e.g., SPARQL query writing/editing, 
ontology class/attribute creation, etc.).  The semantic model 
tracks all updates to wiki pages directly, as users save page 
changes. Changes to one page are immediately reflected within 
the underlying model, and therefore are also reflected on other 
relevant pages (including maps and timelines). Multiple users 
are able to receive new information automatically via 
automated model queries that drive the information entered by 
one individual to others connected to the wiki server system -- 
this is the novelty of a semantic wiki – the fact that it is model 
driven by an underlying set of auto-updating RDF resources.  
The underlying semantics, and intelligence it provides in terms 
of data linkage is what makes a semantic wiki such as BLADE 
different from a more typical wiki, such as Wikipedia [28].  

 

 
Fig. 4. BLADE’s Semantic Wiki User Interface 
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The following provides an example to help illustrate how 
BLADE works and provides value to military users operating 
at the tactical edge.  Suppose Analyst 1 and Analyst 2 are 
forward-deployed in Area A. Analyst 1 is focusing on 
gathering information on Person X (a high value individual 
(HVI)), who operates in Area A.  Meanwhile, Analyst 2 is 
focusing on certain events such as murder activities in Area A.  
Analyst 1 is frequently visiting and updating the wiki page 
about Person X.  Analyst 2 is frequently adding pages 
representing events of interest in Area A.  Analyst 2 creates a 
page on a new Assassination Event in which Person X is 
identified as an agent in that event.  Analyst 1 immediately 
sees on the Person X page that the HVI he is tracking is an 
agent associated with that new event and has increased 
knowledge as to where that person may now be operating and 
what kinds of activities he is responsible for or being affected 
by.  The link from the Person X page to the event was not 
created by Analyst 1, but was auto-generated by the semantic 
model, based on the evidence entered into the wiki by Analyst 
2.  Information and knowledge exchange happened as a 
byproduct of both analysts performing their duties and 
updating their relevant data pages.  Fig. 5 shows the Person-
Events tab in the Blade Semantic Wiki - a SPAQL query 
connects the data. 

V. EXAMPLE USE CASE FOR STRIDE 
Small groups of Naval and Marine Corps personnel, 

operating as maneuver elements, are required to collect 
particular sets of intelligence information around a certain 
location, person(s), or set of events.  Such a collection plan 
helps to reduce uncertainty for the local commander by 
collecting information that can help answer Priority 
Intelligence Requirements (PIR) about certain places at given 
times.  This activity is capable of generating a large volume of 
structured and unstructured data types ranging from textual 
reports to handheld imagery and video that present tough 
challenges for currently fielded knowledge management 
capabilities at the tactical edge.  Oftentimes personnel are put 
at risk to collect information that goes unused due to either lack 
of adequate knowledge management capabilities, or lack of 
proper technology support that inhibits sharing of that 
information in near-real time.  The data that gets gathered, and 
the finished intelligence reports created, have value beyond the 
specific mission at hand (or maneuver element) and needs to be 
absorbed back into the larger enterprise level knowledge store 
for future mission planning and Intelligence Preparation of the 
Battlespace (IPB).   Most current fielded systems lack a 
capability for providing cloud-based dissemination to the larger 
intelligence community upon mission completion, because the 
systems utilized at the tactical edge are largely optimized for 
limited communication and small-scale data storage used 
within particular units.  

 
Fig. 5. Linking Person Pages to Event Pages Using Automated Semantic Querying in the Wiki 
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STRIDE’s semantic backbone (through its utilization of 
Wave and BLADE) allows for two important technological 
advantages for tactical edge intelligence analysts.  The first is 
to provide a capability for multiple users in tactical 
environments to exchange information (via the shared semantic 
wiki) in near real time, so that data can be quickly updated on 
the fly (e.g., a user can be notified in near-real time of the 
existence of a person of interest cited within a specific location, 
or tied to a recent event, due to the updated linkages of those 
items within the ontology’s models).  The second augmentation 
is the ability to better archive and connect intelligence data 
gathered at the tactical edge, in multiple locations, over time 
and integrate that information into larger cloud-based systems 
for future IPB activities and improved mission planning.  Data 
collected at the tactical edge can be better disambiguated and 
adjudicated so that, over time, anomalous data is not created 
corrupting the models or the underlying data sources (which 
can happen frequently in non-intelligent data warehouses).  

During the initial intelligence preparation of the battlefield 
(IPB), pertinent information from the command-level cloud is 
accessed and relevant portions of that information (e.g., the 
federated models and underlying data sets) is downloaded to a 
localized set of machines for a unit or task force to utilize in 
theater.  As part of the IPB, intelligence personnel assigned to 
the amphibious task force present commanders and staff 
planners with pertinent and relevant information about the 
objective area with a focus on the enemy, weather conditions, 
and terrain.  The available data can be dispersed across security 
domains as needed and serve to unite the more traditionally 
tightly controlled data silos held by national agencies and 
combatant commands.  Providing the ability to link tactically 
relevant data and make it available to a variety of intelligence 
analysts operating together in dynamic environments allow 
armed forces to more quickly respond to emerging 
events.  Moreover, data that is semantically tagged allows for 
advanced computational techniques to be employed, such as 
semi-automated reasoning, across a wide spectrum of source 
data in order to reduce overloading the task force’s small 
intelligence staff.  

Once the task force establishes a presence in the crisis area, 
maneuver elements operating ashore can begin to employ 
organic collection assets such as Scout-Sniper teams that are 
augmented with non-organic assets attached from higher 
headquarters such as SIGINT Support Teams (SST) and 
HUMINT Exploitation Teams (HET).  These assets are 
employed in support of a collection plan in order to reduce 
uncertainty for the local commanders by collecting information 
that can help answer Priority Intelligence Requirements 
(PIR).  During transit to the given crisis area, analysts use local 
workstations to pull available data from the cloud to their local 
data repository in order to support requests for information 
(RFIs) from commanders and Operational Planning Team 
(OPT) members.  Examples include data on known beach 
landing sites (BLS), helicopter landing zones (HLZ), key lines 
of communication and enemy force disposition within the 
amphibious objective area (AOA).  The STRIDE system 
provides improved capabilities to such Navy and Marine Corps 
analysts to meet information demands, since it enables them to 
utilize predetermined small semantic models that represent 

mission data in a common vocabulary and classification 
structure (applied to both cloud-based and local data sets). 
Using a combination of the wiki front end and complimentary 
widgets for specialized data manipulation (e.g., meteorological 
and oceanographic (METOC)), information utilization and 
collaboration is greatly improved because analysts can now 
pull data from, and contribute data to, a common knowledge 
base, even while disconnected from the cloud enterprise 
environment. Access to such data optimizes personnel 
resources, reduces redundant effort, and increases accuracy and 
responsiveness to the requestor. 

As the amphibious task force nears the crisis area, organic 
collection assets are tasked against Named Areas of Interest 
(NAI), identified during staff planning.  These assets, while 
few in number, are capable of generating high volumes of data 
which can quickly overwhelm the MAGTF’s small contingent 
of analyst personnel spread across each of the ships in the task 
force. STRIDE’s reasoning capabilities allow them to 
dynamically triage incoming data for time sensitive 
dissemination and continued refinement and fidelity of the 
local data repository.  In this manner, it enables incoming data 
and reports to be immediately processed and disseminated in a 
manner that greatly improves speed and accuracy of decision-
making. In addition, reports are generated with certain fidelity 
about the localized evolving operational environment. Data is 
available for sharing between various warfighters via the 
semantic wiki, as well as other integrated apps (e.g., Ozone, 
etc.). Now analysts can capture and enter observed 
information, draw links to existing information (entities, 
locations, organizations, events, etc.), perform advanced 
analytical queries, run automated inferencing against that data, 
and create reports that capture the changing dynamics 
associated with their mission. The data that gets captured on 
the tactical devices is synchronized with the cloud upon 
mission completion.  The federated ontology structure provides 
an intelligent and largely automated means to identify, extract 
and disambiguate the new triples generated in the field 
(pertaining to entities, relationships, time signatures, data 
sources, etc.), and, in turn, suggests appropriate means for an 
operator to map those items to the cloud data.  This technique 
provides commanders with a way to quickly adjudicate that 
data and determine which components are accurate and of 
sufficient quality and pedigree for addition into the cloud data 
repository.  STRIDE provides its users with a context-rich 
semantic environment, which will provide an intelligent 
knowledge base that can improve and learn over time based on 
relevant data inputs from users, whose data is seldom captured 
in current systems.  As the knowledge base improves over 
time, the ability to provide portable context-relevant tactical 
data will also improve, providing warfighters with 
unprecedented actionable intelligence capabilities at the tactical 
edge. 

VI. CONCLUSION 
Advances in both cloud computing and semantic 

technologies are providing ever-new capabilities for 
manipulating complex data at scale.  The ability to integrate 
these technologies for intelligence analysis provides improved 
means for storing and querying over large sets of data in order 
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to find new types of relational information previously 
unattainable through computational and automated means.  
However, for intelligence analysis at the tactical edge, where a 
large portion of military data of high value gets collected, it is 
important to provide a system that can be decoupled and made 
portable for users who are forced to operate in disconnected 
and disadvantaged environments.  STRIDE is a step forward in 
providing this type of capability for soldiers who must perform 
intelligence analysis “at the tip of the spear” where relevant 
mission-critical data is needed to perform proper data 
collection and analysis.  Information gathered in the field must 
then be able to be uploaded to the cloud, disambiguated and 
integrated with legacy data.  This capability not only allows for 
intelligence analysts at the tactical edge to have access to 
pertinent data, but it allows future missions to utilize that data 
gathered  in the field for future mission planning and better 
understanding of elements within the environment.  STRIDE 
provides a means for improving intelligence analysis across 
multiple user communities allowing for improved exploitation 
of intelligence data by a variety of users in both the planning 
and mission stages of operation. 
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